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Reduce the Cost and Complexity of Distributed IT Environments

In this session we explore a new approach for delivering advanced storage services in 

distributed environments. Organizations with remote offices and branch locations as well as 

cloud service providers can greatly reduce complexity, cost and IT footprint outside their 

datacenters. This is done with new tools that enable seamlessly scalable, backup-free storage 

at edge locations. The tools connect a local cache to massively scalable, feature-rich storage 

systems at core data centers with tight integration of edge-to-core storage technologies. Hitachi 

Data Systems helps distributed organizations and cloud service providers adapt these new 

capabilities to traditional applications and user behavior with no need to recode or retrain.

Attend this WebTech webcast to learn how you can: 

ÅGreatly reduce the cost and complexity of providing storage services to geographically 

dispersed locations or cloud service consumers

ÅEliminate the need for tape-based backups at the edge and the core

ÅReduce ñrogueò data and mitigate compliance risk at the edge

ÅEnable legacy applications to leverage advanced storage management capabilities such as 

data protection, replication and compliance
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ÁNetworked Storage (NAS and SAN) consolidates and virtualizes disk (capacity) for 

improved provisioning flexibility and efficiency

ÁCloud -based or virtualized storage consolidates and virtualizes disks and controllers to 

scale capacity and performance

ï It enhances resiliency and reduces both CAPEX and OPEX for service providers and end users

Cloud or Virtualized

Storage

Paradigm Shifts: Storage 3.0

Network 

Storage

Direct Attached 

Storage

Market Adoption Cycles



Data Landscape Evolution

Consumption of Disk Capacity by Data Type
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All Data Is Not Created Equal

Storage Consumption by Data Type (PB)
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Why Adopt a Cloud Service Delivery Model?

Increase 

Agility and 

Reduce 

Costs

Reduce OPEX 

and avoid 

CAPEX

Align IT 

delivery based 
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value

Mitigate risk 

and speed 

time to market

Simplify and 

speed time to 
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grow and 

shrink on 

demand



8

Hitachi Cloud Strategy

Hitachi Data Systems Cloud Vision

ÁIntegrated content 

and file platforms

ÁEnterprise and 

modular storage 

ÁUnified Compute 

Platform 

Platform

ÁHitachi managed 

services

- Managed storage 

utility (MSU)

Service

ÁDeliver with partners

ÁStorage as a service

ÁInfrastructure as a service

ÁFoundation for application 

as a service

Solution



Hitachi Data Systems: Delivering Cloud Solutions

Deployment

ÁDeployment

ï Private

ï Hybrid

ï Public

Delivery

ÁDelivery

ï Billing and metering

ï Self-service

ï Pay per use consumption

ï Flex up and down

Services

ÁServices

ï Remote Managed Services

ï Managed storage utilityConnectivity

ÁConnectivity

ï Support existing applications

ï REST API, MAPIInfrastructure

Á Infrastructure

ï Integrated block, file and content 

platforms

ï Unified Compute Platform 



Reliable

Secure and Private

Automated and  Integrated

Cost Effective

Flexible, Dynamic Infrastructure

Scalable and Flexible

Mobilized Data

Common Platform and 

Management of All Data

Provide an Agile Cloud with Virtualized and 

Integrated Block, File and Object

Hitachi Data Systems Integrated Approach
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On-ramps: Creating Connectivity Choices

Enterprise

SME

SMB

Backup and 
Archive

File and 
Unstructured

Consumer 
Generated

Cloud Environment

HCP

SMB and 
SME Cluster

VSP

AMS Tier 2

SMS Tier 3

Types of Users
Types of 

Data
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Management
ÁReduce costs

ÁSimplify infrastructure

ÁFaster time to market

ÁMinimize risk

Simplified IT 

delivery models

Users
ÁAccess all the time

ÁOn-demand capacity

ÁAbility to restore and recover

ÁFaster response

Todayôs IT Demands
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ÁDisparate islands of information and infrastructure

ÁUnruly OPEX and CAPEX costs for management and backup

ÁLack of content control 

Customer Challenges in a Distributed World
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ÁEliminate backups at remote locations

ÁReduce capital costs and management overhead

ÁOptimize utilization, scale and operations

Simplify, Consolidate and Reduce Costs
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ÁAn integrated edge -to-core solution: 

greatly reduces the cost and complexity 

of providing IT services to distributed 

consumers

ÅRemote or branch offices

ÅCloud storage consumers

ÁHitachi Data Ingestor : a low- footprint 

appliance that sends data from the edge 

to a core infrastructure

ÅSeemingly bottomless and backup-free

ÁHitachi Content Platform: a massively 

scalable, multitenant distributed object 

store

ÅDelivers advanced storage and data 

management capabilities

Hitachi Data Ingestor and Hitachi Content Platform

Branch 1

Branch 2

Branch 3

Data Center

Edge

Core

Data

Data

Data
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ÁA dedicated on ramp optimized for the Hitachi Content Platform (HCP), an 

intelligent object store 

ÅProvides native file system access (CIFS and NFS) into HCP

ÅTightly integrated with HCP to provide seamless access and a wide range of advanced 

storage features 

Hitachi Data 

Ingestor

Hitachi Content 

Platform

The Edge: Introducing Hitachi Data Ingestor (HDI)

Features

ÁCIFS and NFS read/write access to a 

local or remote HCP system

ÁMigrates data to HCP and maintains a 

local link to the content

ÁSupports active directory and LDAP 

authentication

ÁSupports HCP tenant and namespace 

features over CIFS and NFS
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A number of discrete use cases from a single 

platform with rich functionality, robust data 

protection and a single point of management

ÁUp to 40PB of usable capacity in a 

single physical cluster

- Multitenant

- Intelligent objects

- Chargeback

- Compression and deduplication

ÁSecurity and compliance

- Encryption of data at rest

- Authentication

- WORM

- Compliance and retention

ÁBuilt-in protection, preservation and 

replication

- HA architecture

- Continuous data integrity checking

- Advanced replication and DR 

capabilities

ÁVirtualizes Hitachi storage

- Also supports 3rd party storage 

through Hitachi VSP

The Core: Hitachi Content Platform (HCP)

Hitachi Content Platform

Ultimate Investment 

Protection

Active Archive

Content Depot
Data Protection

Backup Reduction

Private Cloud Public Cloud
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Hitachi Content Platform 4.0 New Feature Summary

Management and Offerings
Ongoing commitment to low management costs

ÁMAPI ïManagement API

ÅEnable management automation

ÁChargeback ïability for billing systems or 

personnel to retrieve consumption 

information

Replication
Advanced replication topologies

ÁAdvanced replication:  Many-to-one and 

chain

ÁReplication control at the namespace

ÁAutomatic read failover from replica

ÁDynamic data protection levels

Architectural Robustness 
Scale  and availability improvements

ÁAutonomic tech refresh 

ÅSeamless transitions between 

infrastructure components

ÁDynamic map expansion: start small and 

grow huge

ÁAdvanced metadata map management

Client Side
More ways to put data in, better access for 

applications after

ÁHitachi Data Ingestor

ÁSymantec Enterprise Vault 9 ñStreamerò

ÁHCP-DM

ÅGUI for moving objects into HCP 

ÅMigrate data from legacy systems to 

HCP namespaces
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The Core: Hitachi Content Platform (HCP)

Business Benefits

ÁEvolve to at your own pace ïone 

platform for enterprise and cloud

ÁSupports a wide range of workloads 

and adapts to legacy applications

ÁShare a common pool of storage 

without compromising security, control 

or protection

ÁMeasure storage use for chargeback, 

quota management and accountability

ÁNo need for tape backup

ÁReadily adapts to changes in the 

environment
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HDI HCP

Application

REST/HTTP(S)

WRITE REPLICATE

READ RECALL

CIFS/NFS

ÁApplication writes a file to HDI

ÁHDI replicates the file to HCP

ÁWhen the system capacity reaches 50%, HDI deletes the files in excess of 

the threshold and creates 4KB links ñstubsò to replace them

ÅUsers access the files as they always had since links are transparent to clients

ÁReading a link recalls the file back into HDI

ÅRecalled files are deleted from HDI later and replaced by another link, based on HDIôs 

system capacity

How Hitachi Data Ingestor Migrates Files
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Benefits

ÁSatisfy multiple applications, varying SLAs, workload types or organizations

ÁDetermine utilization and chargeback per customer

ÁEnable advanced features at a customer or more granular level

ÅExamples: Replication, encryption, DPL levels (how many copies to keep), 

compliance and retention, compression and versioning

How HDI Maps to HCP Tenants and Namespaces

Tenant CTenant A

Namespace 1

Hitachi Content Platform

HDI

FS 2FS 1

Customer A

Client Client

Namespace 2

Tenant B

Namespace 1

HDI

FS 2FS 1

Customer B

Client Client

Namespace 2 Namespace 1

HDI

FS 2FS 1

Customer C

Client Client

Namespace 2

NO!

NO!
NO!

Each HDI maps to an HCP tenantClients write to an assigned file systemEach HDI file system maps to a namespace
Å Enforces end-to-end access control rules and policies
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Compliance and Governance Capabilities

Flexible retention support and WORM functionality using an industry 

standard a time -based interface and automated settings

ÁRetention is an optional setting

ÁAllows you to specify a fileôs retention date, the file is then protected by strict WORM 

restrictions

ÅWhile under retention, WORM files cannot be deleted

ÅWORM files are immutable, even after retention expires

ÅWORM files cannot be renamed.

Å Directories containing WORM files cannot be renamed

ÁRetention settings are transferred to HCP as the files are migrated.

ÁRetention can be tunable per file system.

ÁSupport for backup and restore of retention properties
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Active

Data Protection and Disaster Recovery

Tenant

Namespace 1 Namespace 2
HCP 1

HDI Cluster

Passive

Tenant

Namespace 1 Namespace 2
HCP 2

Features

ÁBoth HDI and HCP have 

high-availability 

architectures.

Å No single point of failure

Å Active data protection, 

data integrity monitoring 

and self-healing

ÁDisaster recovery

Å Both have replication and 

failover capabilities

ÅHDI can rebuild itôs entire 

view from either a local or 

remote HCP.

Benefits

ÁBackups are no longer 

required.

ÁData is protected on 

multiple levels.

Active

Replication

Failover
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Consumer 1 Consumer 3

Consumer 2

Features

ÁLocal cache for fast retrieval of 

frequently accessed content

ÁStandard on-ramp connecting into a 

HCP-based cloud

ÁSupports multiple tenants and 

namespaces

ÁAD and LDAP support

ÁSeemingly bottomless storage

Benefits

ÁReduce costs

Å Improved efficiency/utilization

Å Simplify IT management

Å Eliminate backups

ÁReduce risk

Å Improve content control

Å Compliance and retention

Á Improve agility

Å Fast time to value

Å Support on-demand capacity requests

Å Chargeback business units based on 

consumption or utilization

Use Cases: 
Private Cloud, Distributed Enterprise or Cloud Provider

Consumer 1 Consumer 2 Consumer 3

Hitachi Content Platform

Data Center

Hitachi Data Ingestor

Hitachi Data Ingestor Hitachi Data Ingestor
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Features

ÁProvides read/write access to HCP for 

applications using CIFS/NFS

ÁSupports full HCP features set

ÅMultitenancy and namespace

Å Compliance and retention

Å Data protection and disaster recovery

ÁProvides native CIFS/NFS access 

speed

Benefits

ÁAccelerate application on ramp to 

HCP for legacy apps not yet 

integrated with REST/HTTPS

ÁExtend usefulness of existing 

applications by providing access to 

new features

ÅWithout application rewrites

Local Data Ingestor for HCP

Data

Hitachi Data Ingestor

Hitachi Content Platform

Data Center
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Services helping with private cloud deployment

ÁTransformation Services

Á Implementation and Integration

ÁManaged Services

Implementation services for Hitachi Data Ingestor

ÁProven methodologies to implement hardware and software according to requirements

Á Installs, configures and makes Hitachi Data Ingestor operational with minimal disruption 

to the customer's environment

HDS Global Solution Services Accelerate ROI 
and Lower Risk with Technology Implementation

Education

Assess 

and 

Consult

Plan 

and 

Design

Support
Install

and

Implement

Transition

Integrate

Manage

Optimize
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Reduce Costs
ÁEliminate backups with a seemingly bottomless edge device

Á Improve efficiency and utilization

Simplify IT
ÁReduce islands of storage and infrastructure

ÁStandard connection into the Hitachi Content Platform

Reduce Risk
ÁSupports compliance and governance capabilities

ÁSecurity with AD and LDAP

Streamline Cloud
ÁMultitenant, multiple namespaces

ÁSeamless connection into a central core HCP

Edge-to-Core Solution Benefits


