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WEBTECH EDUCATIONAL SERIES

Learn about fine-grain automated storage tiering, which used to be an 

exotic technology available from only a few sources. Now it is rapidly 

becoming a standard capability of advanced storage systems. To use it 

properly, you need to understand new factors in system design, such 

as an applicationôs storage locality of reference pattern. In this webinar 

series, you will hear from the experts about how to take best advantage 

of this new technology on Hitachi Virtual Storage Platform. The 3 

sessions in this webinar series will take you through useful topics with 

prepared remarks and interactive discussion. 

ÁA deep look at the theory and design of Hitachi Dynamic Tiering

ÁHow to size and configure a system

Á Installation and operation  

HITACHI DYNAMIC TIERING WEBTECH SERIES

http://en.wikipedia.org/wiki/Locality_of_reference


UPCOMING WEBTECH SESSIONS

July

ÁHitachi Dynamic Tiering WebTech Series (3 Sessions), July 13, 20 and 

27 at 9am PT, 12pm ET (1 hour each Wednesday for 3 weeks)

August

Á Ensure Data Relevance with Hitachi Data Discovery, 

August 3, 9am PT, 12pm ET

Á Save Power. Save Space. Save Money

August 17, 9am PT, 12pm ET

Please check www.hds.com/webtech for:

ÁLink to the recording, the presentation and Q&A (available next week)

ÁSchedule and registration for upcoming WebTech sessions

http://www.hds.com/webtech


WEBTECH EDUCATIONAL SERIES

Youôll learn how to:. 

ÁDetermine if an applicationôs data is a good fit for automated tiered 

storage movements.

ÁSelect and size tiers within a Dynamic Tiering pool.

ÁUse replication and migration with Dynamic Tiering virtual volumes.

ÁProperly operate and monitor a Dynamic Tiering system.

HITACHI DYNAMIC TIERING WEBTECH SERIES
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PART 1 ïPRINCIPLES

PART 2 ïCONFIGURATION

PART 3 ïOPERATION



WORKSHOP SERIES PURPOSE

ÁA workshop and masterclass series on Hitachi Dynamic Tiering

ÁSummarize and contrast with Hitachi Dynamic Provisioning, if 

appropriate

ÁTechnical in nature (where it aids understanding)

ÁContent-heavy

ÁTo include many recommended practices

ÁSome new material

ÁAims to help your evolution with the technology and therefore 

maximize the benefits

Á3 parts

Part 1 ïPrinciples 

Part 2 ïConfiguration and Design

Part 3 ïOperation



PART 3 ïOPERATION AGENDA

ÁSystem Options

ÁThresholds, Subscriptions, Alerts



RECOMMENDED SYSTEM OPTIONS

ÁPool full SCSI response SOM (system option mode) 729

ÁRepeat report pool threshold exceeded SOM 734

ÁSuperseded recommendations:

No Virtual Volume Group on Hitachi Virtual Storage Platform, so 
SOM 726 is no longer appropriate

ÁOptions:

Passes System Information Messages (SIM)) to Hi-Track® if the 
thresholds exceed SOM 741

Limits over-subscription on all Hitachi Dynamic Provisioning pools 
SOM 763



SUBSCRIPTION LIMIT

ÁA static method to manage (or prevent) overprovisioning.

ÁOnly active when adding V-VOLs

ÁSubscription % = Total capacity of all virtual volumes (V-VOLs) as a 

percentage of pool size

ÁOverprovisioning = Total V-VOL capacity, if all allocated, would 

exceed pool size.   Or subscription > 100%

ÁSubscription limit = A value set for each pool. If subscription would 

be exceeded, provisioning or extend is rejected.

POOL 

1TB

Subscription 150%

1TB × 150% = 1.5TB

V-VOL 

700GB

V-VOL 

700GB

V-VOL 

700GB

Rejected



THRESHOLDS

ÁMore flexible to better support customers with no overprovisioning

ÁBut backwards compatible: Old fixed 80% threshold available if new 

depletion threshold not set

Á Intended use 

Warning: Approaching planned expansion, implement expansion plan

Depletion: Situation is above plan, implement emergency plan

ÁSystem threshold is there for backwards compatibility. Once new 

depletion is used, system threshold is disabled.



THRESHOLD 
NAME

SETTING 
RANGE

DEFAULT CHANGABLE? NOTICE

1 Threshold 1 User-defined 
threshold 
(warning)

1-100% (1% unit) 70% YES SIM620xxx

2 Threshold 2 System 
threshold

80% fixed 80% NO SIM621xxx

3 Threshold 3 User-defined 
threshold 
(depletion)

1-100% (1% unit) 80% YES SIM626xxx

THRESHOLDS



ALERTS

ÁA threshold is useless unless acted upon

ÁHitachi Virtual Storage Platform internal thresholds are a good start

ÁBut ideally you are looking at trends too

ÁAnd comparing trends against plan



AVOIDING POOL CAPACITY PROBLEMS

Á Set threshold alerts and subscription levels to match your over-provisioning 

plan.

Á I recommend you enable repeated Hitachi Dynamic Provisioning pool SIMs.

ÁMonitoring. RAID Manager, Hitachi Tuning Manager. Consider the following:

Custom reports 

Capacity growth trend by application (but include user plans)

Capacity virtual vs. used by pool 

Appropriate reports

The related plans

Á How much will you overprovision?

It will evolve over time.

Factor in a cooperative and trained user base. 

1 guideline: Assume ñ1 rogue application.ò Could be any. 
Therefore, ensure free pool capacity > largest unused application capacity.

And use your capacity plans for growth too.



PLANNING FOR POOL-NEAR OR POOL-OVER

Á Pool-near is much better than pool-over.

Á Both probably require either reduction, expansion or re-organization of 

capacity.

Á Speed of execution is likely to be important.

Á The plan must be written now. Treat like your disaster recovery plan.

Á People questions (approval to perform, purchase cycle)

Á Adding capacity is now reversible. Greater flexibility

Á Approaches:

For each pool plan, availability of disk groups of the right size and type. Rapid. 
Maintain the deployment rules.

Now that we have pool shrink and tiers, this is easier (but avoid polluting a tier).

Free capacity in another (often lower) tier.

Planned data sacrifice?

What went wrong? Reverse it.



PLANNING FOR POOL-NEAR OR POOL-OVER

ÁA system option mode controls pool-over response system-wide

ÁOriginal:

DP-VOLs reject writes that require new pages allocated.

Other reads and writes continue.

ÁOptional but strongly recommended (SOM 729):

DP-VOLs reject writes that require new pages allocated.

Will then lock the volume for all access using Hitachi Data Retention 
Utility.

Reads and writes to other volumes continue.

Safest for data integrity (Microsoft) but requires addition to plan

ONLY WHEN 

OVERPROVISIONING



PLANNING FOR POOL-NEAR OR POOL-OVER

ÁOn pool-over

#1: Fix the capacity issue (using the plan already prepared)

#2: Unlock relevant volumes (1 script)

Using a plan you must write

Hitachi Data Retention Utility key pre-installed and tested (included in 
bundle)

#3: Restart applications or reboot servers



PROVISIONING



PROVISIONING

ÁAll existing methods available

ÁHitachi Storage Navigator 

Greatly improved interaction

Workflow

Asynchronous tasks

ÁHitachi Command Suite

Heterogeneous graphic user interface (GUI) and command line interface 
(CLI)

ÁNew for Hitachi Virtual Storage Platform 

Raidcom scripting added to RAID Manager

In-band or out-of-band through IP



SCRIPTED PROVISIONING WITH RAIDCOM

ÁVery powerful, very fast, secure, complete

ÁCreate Pool-VOL

raidcom add ldev -parity_grp_id 2-10 -capacity 960000K -ldev_id 0:02

ÁCreate V-VOL

raidcom add ldev -pool 0 -capacity 960000K -ldev_id 0xBD01

ÁCreate or Expand Pool:

raidcom add dp_pool -pool_id 5 -ldev_id 23



SCRIPTED PROVISIONING WITH RAIDCOM

ÁZero Page Reclaim

raidcom modify ldev ïldev_id 42 -status discard_zero_page

ÁV-VOL Expansion

raidcom extend ldev ïldev_id 42 ïcapacity 100G 

ÁPool management

raidcom modify pool -pool 6 -pool_attribute [dt_manual|dp]

raidcom monitor pool ïpool 0 ïoperation [start|stop]

raidcom reallocate pool ïpool 0 ïoperation [start|stop]



MODIFYING 
CONFIGURATIONS



POOL EXPANSION, SHRINK AND REBALANCE

ÁExpansion

Pool expansion is by the addition of pool volumes or disk groups (Hitachi 
Adaptable Modular Storage).

Pools expanded or shrunk are automatically rebalanced.

Expansion can be just 1 disk group.

Other tasks trigger (small) rebalance: Delete DP-VOL, Hitachi TrueCopy®  
(TC) software and Hitachi Universal Replicator (HUR) paircreate at 
secondary volume, migration, zero page reclamation (ZPR)



POOL EXPANSION, SHRINK AND REBALANCE

ÁRebalance

A background task

10TB moved in 5.8 days = 21MB (42MB total) 

Moved capacity, not pool or addition. 
Add X TB. Calculate utilized (U%) after. Moved capacity = X × U%.

Is a sequential load with read and write hit, low enough to never effect anything

If pool is exceptionally loaded, it will suspend rebalance.

ZPR can be used to restart

ÁShrink

Removing a pool-vol shrinks the pool and starts a rebalance.

The first pool-vol cannot be removed.

Therefore an HDP pool cannot change type, just size, and the first HDT tier cannot 
change type, just size.

Other tiers can be removed or added.



VOLUME EXPANSION ONLINE AND OFFLINE

Á Easy and rapid using simple command (raidcom easier)

Á The storage will expand the capacity. But will the OS support it? Or crash? 

Online or offline?

ÁMode 2C, etc. not needed ïfor LUSE expansion

Á Host Port Mode: 40

Enables SCSI amendment for online recognized size change

A relatively new standard, newer OS

Á Size capacity recognized, need to follow a process to use capacity

ÁWithout mode 40, need rescan to recognize. May need reboot with some 

older drivers.



VOLUMES > 2TB ONLINE EXPANSION

HP-UX 11.31 HP-UX 11.31

Solaris 10 Solaris 10

AIX 5.3 TL11 or later, AIX 6.1 AIX 5.3 TL11 or later, AIX 6.1

Windows Server 2003 SP1 or later Windows Server 2003 SP1 or later (not IA64)

Red Hat Enterprise Linux AS 4 Update 1 or 
later

Red Hat Enterprise Linux AS 5 (not  IA64)

SUSE Linux 10 and above -

- OpenVMS 8.3

VOLUME EXPANSION ONLINE AND OFFLINE



REPLICATION, HITACHI 

DYNAMIC PROVISIONING 

AND HITACHI DYNAMIC 

TIERING



HITACHI REPLICATION

ÁBecause of virtualization storage software operating on HDP or 

HDT, virtual volumes (V-VOLs) work as expected.

ÁThere may be times to think about ñthinness.ò

ÁThinness is maintained, provided source and target are both HDP 

or HDT.

ÁAny thin capacity benefits are doubled at both primary volume (P-

VOL) and secondary volume (S-VOL).

ÁThinness also improves performance:

Paircreate of a 10% used volume is ten times faster.

ÁSoftware support is always for the DP-VOL never for Pool-VOL. 

No program product will work on a Pool-VOL.

ONLY WHEN 

OVERPROVISIONING



ONLY WHEN OVERPROVISIONING

MANAGEMENT OF HITACHI DATA SYSTEMS 
REPLICATION

ÁStart with a volume at 50% use. 

paircreate Hitachi 

ShadowImage®, TC,

HUR 50%+50%

Ápairsplit

Then add 30%: 80% + 50%

(S-VOL remains frozen)

Ápairresync: 80% + 80%

(S-VOL catches up)



ONLY WHEN OVERPROVISIONING

MORE ON REPLICATION: RECLAIM

ÁWhere S-VOL used capacity is 

greater than P-VOL, Hitachi 

ShadowImage Replication is 

different from Hitachi TrueCopy and 

Hitachi Universal Replicator

Á ShadowImage, No reclaim

Á TrueCopy and Universal Replicator 

perform reclaim after paircreate.

HUR becomes 3-phase.

Á Rare, but a useful trick for rapid 

erase

Simplex pair

Pair create

Pair create

RECLAIM



THIRD-PARTY REPLICATION

Á Create logical volume manager 

(LVM) mirrored  volume, then add 

50% data, 50% + 50%

Á Start with volume with 50% data, 

then add non-intelligent LVM mirror 

(LVM2, HP-UX, AIX) 50% + 100%

Á Start with volume with 80% data, 

then add intelligent LVM mirror

[Oracle Automated Storage 

Management (ASM), Sun Zettabyte

File System (ZFS), Veritas File 

System (VxFS)] 50% + 50%

ONLY WHEN OVERPROVISIONING



CAPACITY EXPANSION WITH SOFTWARE STRIPED 
ENVIRONMENTS

Expansion of capacity inside pool is 

optimal.

But if you expand outside the storage:

Á Example: expanding a 3-way stripe by 1

Á Three 400GB LUNs. 80% pool used. 

1200GB used.

Á Add 400GB LUN. 3×400 ÷4 = 300GB

Rebalances: 

1500GB used

Á Better expand LUNs to 500GB.

1200GB used.

Á Relevance: ASM, ZFS, other LVM if striped, VxVM

without VxFS

ONLY WHEN OVERPROVISIONING



MONITORING ïAND 

RESPONDING



HDT RELOCATION LOG OUTPUT (EXPORT)



HDT RELOCATION LOG OUTPUT (EXPORT)

#Pool ID Start Relocation Time End Relocation Time Result Move Page Num

# Status Detail Tier1->Tier2 Tier1->Tier3 Tier2->Tier1 Tier2->Tier3 Tier3->Tier1 Tier3->Tier2

0 2010/10/03 14:42:23 2010/10/03 14:42:34 Normal - - - - - - -

0 2010/10/06 15:56:44 2010/10/06 23:19:47 Normal - 34929 - 2552 - - -

0 2010/10/07 08:01:42 2010/10/07 11:34:39 Normal - 1944 - 28075 - - -

0 2010/10/07 14:24:58 2010/10/07 15:14:15 Normal - 934 - 5493 - - -

0 2010/10/07 17:45:54 2010/10/07 17:55:44 Normal - 230 - 934 - - -

0 2010/10/08 10:12:52 2010/10/08 10:28:14 Normal - 1103 - 352 - - -

0 2010/10/08 13:28:25 2010/10/08 14:08:40 Normal - 2722 - 1104 - - -

0 2010/10/11 10:10:44 2010/10/11 10:10:55 Normal - - - - - - -

0 2010/10/11 10:19:00 2010/10/11 10:48:38 Normal - 2486 - 17 - - -

0 2010/10/12 13:34:20 2010/10/12 13:34:30 Normal - - - - - - -

0 2010/10/12 13:38:16 2010/10/12 14:30:41 Normal - 1558 - 5190 - - -

0 2010/10/13 07:24:32 2010/10/13 07:24:43 Normal - - - - - - -

0 2010/10/13 14:27:32 2010/10/13 14:55:09 Normal - 1389 - 1559 - - -

0 2010/10/13 17:33:27 2010/10/14 12:46:06 Normal - - - 29976 123 1320 17825

0 2010/10/14 15:54:53 2010/10/14 20:45:34 Normal - 11271 - 3537 8792 69 13727

0 2010/10/15 11:04:19 2010/10/15 15:23:33 Normal - 1228 - 3606 16559 - 4361

0 2010/10/15 15:52:45 2010/10/15 15:52:57 Normal - - - - - - -

0 2010/10/15 16:06:08 2010/10/15 16:06:20 Normal - - - - - - -

0 2010/10/15 16:33:02 2010/10/15 16:33:14 Normal - - - 1 - - -

0 2010/10/16 12:21:11 2010/10/16 13:50:36 Normal - 2599 1 - 1217 - 4

0 2010/10/17 10:41:20 2010/10/17 10:41:32 Normal - - - - - - -

0 2010/10/17 10:49:45 2010/10/17 13:11:52 Normal - 855 - - 260 - 879

0 2010/10/18 09:50:42 2010/10/18 13:34:40 Normal - 401 45 3843 8432 - 15301

0 2010/10/18 17:09:53 2010/10/18 22:03:08 Normal - 2938 2206 3620 10483 6 15384

0 2010/10/19 11:57:36 2010/10/19 17:23:03 Normal - 2523 - 6074 17362 - 11655

0 2010/10/20 12:14:38 2010/10/20 15:37:48 Normal - 4682 - 367 8390 - 11851

0 2010/10/25 15:13:42 2010/10/25 22:26:58 Normal - 35895 - 3469 - - -

0 2010/10/26 10:14:29 2010/10/26 13:00:32 Normal - 12213 - 3303 - - -

0 2010/10/26 15:21:31 2010/10/26 19:35:57 Normal - 2530 - 34999 - - -

0 2010/10/27 09:06:12 2010/10/27 12:32:49 Normal - 9336 - 15112 - - -

0 2010/10/28 13:34:51 2010/10/28 13:52:57 Normal - 235 - 2338 - - -

0 2010/10/28 15:59:51 2010/10/28 16:06:43 Normal - 402 - 233 - - -

0 2010/11/04 14:35:32 2010/11/04 14:48:29 Normal - - - 2067 - - -

0 2010/11/05 11:52:47 2010/11/05 14:54:07 Cancel interrupted by the user instruction. 2116 - 354 - - -

0 2010/11/05 17:21:15 2010/11/06 02:45:45 Normal - 43491 - 279 - - -

1 2010/10/14 17:04:46 2010/10/14 18:00:14 Cancel interrupted by not completing within the cycle of relocation. - 2194 2169 - - -

1 2010/10/14 18:02:37 2010/10/14 19:00:09 Cancel interrupted by not completing within the cycle of relocation. 2837 - 408 - - 281

1 2010/10/14 19:03:33 2010/10/14 20:00:06 Cancel interrupted by not completing within the cycle of relocation. - 2984 - 1061 - -

1 2010/10/14 20:02:30 2010/10/14 21:00:03 Cancel interrupted by not completing within the cycle of relocation. 2929 - - - - 266

1 2010/10/14 21:03:25 2010/10/14 21:59:58 Cancel interrupted by not completing within the cycle of relocation. 980 - 16 2818 - -

1 2010/10/14 22:03:59 2010/10/14 23:00:25 Cancel interrupted by not completing within the cycle of relocation. 2794 2636 - - - 39



HEALTHY TIER PROPERTIES?

Á Tier 1 is healthy at 100% 

capacity and performance 

< 60%

Á But used capacity is 33% of 

total. What will happen 

when itôs used?



RELOCATING DOWN

Á Remember lower tiers are 

slower, but normally 

bigger.

Á 4% over in Tier 1 is how 

much impact on Tier 2?

Á Can only calculate



PROBLEMS AHEAD

Á Still 66% more capacity to 

go

Á Tier 1 and Tier 2 both 

reduced to approx. 20% 

capacity



USE OF HITACHI TUNING MANAGER

ÁProblem determination

ÁGeneral health monitoring

ÁHistorical information can help predict future needs

ÁCapacity and performance planning

ÁSwitch agent monitoring can identify latent failure:

Alert on port down 

And on major imbalance



SSD Tier

Pool Volume 0

SAS Tier

Pool Volume 1

SATA Tier

Pool Volume 2

HDP AND HDT PERFORMANCE MONITORING

FS 1

V-VOL 1

FS 3

V-VOL 2

V-VOL IOPS

V-VOL 

Transfer

Front End I/O

Back End I/O

FS 0

V-VOL 0

V-VOL Cache Hit Rate

V-VOL Response 

Time

Cache 

Write 

Pending

Pool  IOPS

HDT Pool IOPS per Tier

Pool Response Time

Cache

SI, TC, 

COW Data
Host Data

Virtual Pool View

V7.1

V7.1

HDT Pool Busy 

Percent per Tier

Pool Volume 

Busy Percent

Parity Group 

Busy Percent

Host Data

HDT pool



Pool Read Response Rate Status (7.8)

time

%

Pool ID Read I/O /sec ..

0 60

0 80

..

Pool

ID

Read

Response

Rate

Read

I/O

/sec

Write

I/O

/sec

é..

0 40 40 50

1 60 30 40

..

RELATIONS OF SOLUTION SETS ïNO TIER

Link to Capacity Trend

Link to Performance Trend

Link to Table

Legend:

Pool Configuration (7.1)

Pool
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Usage
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Pool Usage Trend (7.1)
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Virtual Volume Configuration (7.1)
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Pool Tier Type IO Rate Status (8.0)

Pool ID Tier Type Avg I/O /sec ..

0 SAS/10K 10

0 SAS/15k 50

..

Pool Tier Type Performance Status (8.0)
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..
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Status (7.8)
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Pool Tier Type Configuration (8.0)

Pool ID Tier Type Usage% in pool ..

0 SAS/10K 10

1 SAS/15k 50

..
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